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Abstract

This paper presents a set of methods by which a leamning agent can learn a sequence of
increasingly abstract and powerful interfaces to control a robot whose sensorimotor apparatus
and environment are initially unknown. The result of the learning is a rich hierarchical model of
the robot’s world (its sensorimotor apparatus and environment). The learning methods rely on
generic properties of the robot’s world such as almost-everywhere smooth effects of motor control
signals on sensory features. At the lowest level of the hierarchy, the learning agent analyzes the
effects of its motor control signals in order to define a new set of control signals, one for each
of the robot’s degrees of freedom. It uses a generate-and-test approach to define sensory features
that capture important aspects of the environment. It uses linear regression to learn models that
characterize context-dependent effects of the control signals on the leaned features. It uses these
models to define high-level control laws for finding and following paths defined using constraints
on the learned features. The agent abstracts these control laws, which interact with the continuous
environment, to a finite set of actions that implement discrete state transitions. At this point, the
agent has abstracted the robot’s continuous world to a finite-state world and can use existing
methods to leamn its structure. The learning agent’s methods are evaluated on several simulated
robots with different sensorimotor systems and environments. € 1997 Elsevier Science B.V.
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1. Introduction

Suppose a creature emerges into an unknown environment, with no knowledge of
what its sensors are sensing or what its effectors are effecting. How can such a creature
learn enough about its sensors and effectors to learn about the nature of its environment?
What primitive capabilities are sufficient to support such a learning process?

This problem is idealized to clarify the goals and results of our research. A real robot
embodies knowledge designed and programmed in by engineers who select sensors and
effectors appropriate to the environment, and implement contro! laws appropriate to the
goals of the robot. A real biological organism embodies knowledge, acquired through
evolution, that matches the sensorimotor capabilities of the organism to the demands
of the environment. We idealize both of these to the problem faced by an individual
learning agent with very little domain-specific knowledge, but with the ability to apply
a number of sophisticated, domain-independent learning methods. In addition to its
scientific value, this idealized learning agent would be of considerable practical value in
allowing a newly-designed robot to learn the properties of its own sensorimotor system.
We report here on one learning agent that solves a specific instance of this problem,
along with several variations that begin to explore the range of possible solutions to the
general problem.

Henceforth, we make a distinction between the learning agent and the robot. The
robot is a machine (physical or simulated) that the learning agent must learn how to
use. The robot’s sensorimotor apparatus is comprised of a set of sensors and effectors.
The sensorimotor apparatus is uninterpreted, meaning that the agent that is learning how
to use the robot has no a priori knowledge of the meaning of the sensors, of the structure
of the sensory system, or of the effects of the motor’s control signals. From the learning
agent’s perspective, the sensorimotor apparatus is represented as a raw sense vector s
and a raw motor control vector u. The former is a vector of real numbers giving the
current values of all of the sensors. The latter is a vector of real numbers, called control
signals, produced by the learning agent and sent to the robot’s motor apparatus. The
learning agent’s situation is illustrated in Fig. 1.

This paper solves the learning problem by presenting a set of methods that the learning
agent can use to learn

(1) a model of the robot’s set of sensors,

(2) a model of the robot’s motor apparatus, and

(3) a set of behaviors that allow the learning agent to abstract the robot’s continuous

world to a discrete world of places and paths.
These methods have been demonstrated on a simulated mobile robot with a ring of
distance sensors.

These learning methods comprise a body of knowledge that is given to the learning
agent a priori. They incorporate a knowledge of basic mathematics, multivariate analysis,
and control theory. The learning methods are domain independent in that they are not
based on a particular set of sensors or effectors and do not make assumptions about the
structure or even the dimensionality of the robot’s environment.

In the rest of this paper, we describe a number of learning methods and show how
they are used by a learning agent as it develops an understanding of a robot’s world






